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Privacy for location based services 

�  Explosion of interest to location based 
services (LBS) 
�   locating people, vehicles, vessels, cargo, devices 

�  Privacy increasingly serious concern  
�  Include Security attack to  

locate any Tinder user, Feb 2014 
�  “Girls around me” stalking  

app abusing Foursquare APIs,  
March 2012  

�  Trilateration (triangulation) 



Revealing the distance 
often too much 
�  Facebook, ChatOn,… approximate distances 
�  Still dangerous! 
�  Li et al.’14 

�  Repeated queries to deapproximate 
�  Reveal exact location in Wechat, Skout, and 

Momo 

�  Similar attacks on Facebook, ChatOn,… 
�  This motivates proximity rather than 

(approximate) distance 



 v 

Privacy-preserving 
location proximity 
•  Alice: is Bob closeby (within R)? 

–  b=yes/no 
•  One-way proximity 

–  geofencing 
–  location-aware ads 
–  traffic restrictions 

•  areas with tolls 
–  timesheet verification 

•  employees in office 

•  Two-way proximity 
–  collision prevention 
–  friends in vicinity 

•  Goal: decentralized privacy-
preserving location proximity 
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Attacker model 
�  Principals don’t trust third parties 
�  Principals honest but curious 

�  Follow protocol 
�  Gather all available information 
� May try to infer additional knowledge 

�  Principals don’t fake GPS coordinates 
�  Orthogonal attacks, can be solved by e.g. 

location tags 

�  Security goal 
�  only proximity can be learned and nothing 

else about position 



Single vs. multi-run security 

�  Focus on one run as common 
�  AèB: v=f(xA,yA) 

�  BèA: w=g(v,xB,yB) 
�  A: h(w) to compute b 

� One-way proximity 
�  Readily provide multi-run security when  the 

requesting principal is static 
�  User at a coffee shop looking for nearby friends 
�  Static principal’s input supplied once and for all 



Building blocks 
�  Additively homomorphic encryption 
�  Key properties we will use 

�  E(m1+m2)=E(m1) ⊕ E(m2) 
�  E(m1*m2)=E(m1) ⊙ m2 
�  ¬E(m)=E(-m) 

�   Satisfied by several cryptosystems 
�  Paillier 
○  Additively homomorphic 

�  ElGamal 
○  Multiplicatively homomorphic, can be made 

additively homomorphic by mapping m to gm 
○  Integers 
○  Elliptic curves 



Building blocks ctd. 

�  Two phases 
� Distance/proximity calculation 

�  Alice prepares aggregates encrypted with 
her public key 

�  Bob computes distance homomorphically 
�  Bob computes proximity from distance 
�  Returns encrypted result to Alice 



Distance calculation 
� Distance 

� d= (xA-xB)2+(yA-yB)2 

� Encrypted distance 
� E(d2)  

= E(xA
2+xB

2-2xAxB+yA
2+yB

2-2yAyB) 
= E((xA

2+yA
2)+(xB

2+yB
2)-(2xAxB+2yAyB))  

= E(xA
2+yA

2)⊕E(xB
2+yB

2)⊖((E(2xA)⊙xB)2⊕(E(2yA)⊙yB)) 
� can be computed by Bob  

from Alice’s input E(xA
2+yA

2), E(2xA) and E(2yA) 



Proximity calculation 

� E(d2)? 
�  revealing too much 

� E(d2≤R2)? 
� how to compute ≤? 

� E(0≤R2-d2)?  
�  how to compute sign? 

� Need a novel homomorphic technique 



Homomorphic “≤” 

�  Can randomize plaintext E(m) by 
E(m*r)=E(m) ⊙ r unless m is 0 

� Gives a way for homomorphic “=0” 
�  Encode “≤” by “=0” for non-negative integers 

�  a≤b ⟺ ∃x∈[0,…,b].a-x=0 

�  To compute d2≤R2 Bob returns to Alice 
�  E(d2*r1), E((d2-1)*r1),…,E((d2-R2)*r1) 
�  Randomly shuffled 

 



Soundness 
�  Alice 

�  Learns proximity to Bob 
�  Nothing else about his position or distance 

�  Bob 
�  Learns that Alice is interested in proximity 
�  Nothing about her position or distance 

�  Third parties 
�  Learn nothing useful about Alice’s or Bob’s positions 

�  Formalized as common in secure multi-party 
computation 
�  Semi-honest adversary 
�  Parties learn protocol functionality only 
�  Private simulators for each party computationally 

indistinguishable from real runs 



Asymptotic analysis 

� ψ(n) 
�  Time to find multiplicative inverse modulo 

a number of size n 

�  Paillier 
�  O(r2*ψ(n2)) 

�  ElGamalZ 

�  O(r2*ψ(n2)) 

�  ElGamalECC 

�  O(r2*log(n)*ψ(n)) 



Case study 
�  Optimization 

�  Skip numbers that are not sums of two squares 
�  Only need to consider 
○  44% of all numbers between 0 and 100 (r=10) 
○  28% bet. 0 and 10000 (r=100) 
○  22% bet. 0 and 1000 (r=500) 

�  Under one second 
�  r=80 with 80 bits of security 
○  Paillier1024, ElGamal1024, ElGammalECC160 

�  r=30 with 112 bits of security 
○  Pallier2048, ElGamal2048, ElGamalECC224 

�  Parallelization boosts performance 



InnerCircle in comparison 
Table 3: Comparison of proximity protocols
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Narayanan 2 [33]
Narayanan 1,3 [33] X X

Pierre[49] X X

Louis[49] X X

Lester[49] X X X

Hide&Crypt[13]
C-Hide&Hash[31] X X

FriendLocator[45] X

VicinityLocator[45] X X

PP-[HS,UTM,ECEF][40] X X X

InnerCircle X X X X

FriendLocator by Šikšnys et al. [45] presents a centralized
protocol where clients map their position to di↵erent gran-
ularities, similarly to Hide&Crypt, but instead of refining
via the second principal each iteration is done via the third
party. Each granularity is a grid which splits each granule
in the previous granularity in four equal square parts, ex-
cept for a fixed root granularity. VicinityLocator, also
by Šikšnys et al. [44] is an extension of FriendLocator,
which allows the proximity of a principal to be represented
not only in terms of squares, but instead can have any shape.

Narayanan et al. [33] present three protocols for location
proximity. The first two make use of private equality test-
ing to find whether three hexagons are overlapping, how-
ever with the second protocol being centralized. The third
makes use of private set intersection to compute whether the
two principals has an overlap in location tags, which makes
it very hard for attackers to spoof their location, but rely
severely on how much data can be collected about the envi-
ronment (through WiFi, GPS, Bluetooth, etc).

We now proceed to summarize and compare the various pro-
tocols, and present an overview in Table 3. We classify
each protocol by whether they are precise, decentralized,
and fully privacy-preserving and the number of round-trips
needed to conclude the protocol. By precise is meant that
granted enough computational power, the protocol can give
proximity verdicts without false positives and false nega-
tives, down to the precision of the coordinate system. A
decentralized protocol does not rely on a third party. A
fully privacy-preserving proximity protocol conforms to the
security definitions of Section 3.1. It is important to note
that imprecision may be a good counter-measure against
multi-run “trilateration” attacks [33], however as it is not a
su�cient countermeasure when the victim is moving [7], pre-
cision is here considered a beneficial property of a protocol,
if other defences against trilateration attacks are in place.

The Hide&Crypt, FriendLocator and Pierre protocols and
the first two protocols by Narayanan all shrink the search
space when the precision is increased (when the granule size
is decreased), and they can therefore not be said to be pre-
cise. Of the mentioned protocol, the Lester and Pierre pro-
tocols, as well as the first and third protocol by Narayanan
are decentralized, and all other make use of a third party

to calculate the proximity. We consider Hide&Crypt and
FriendLocator to not be fully privacy-preserving, as they al-
ways leak the granule where the principal is located, either
to the other principal or to the third party. The Pierre pro-
tocol tells a nearby principal also whether the principal is
located in the same, a diagonal, or a touching granule, and
is therefore not fully privacy-preserving. Further, Lester is
not fully privacy-preserving as the adversary can learn the
exact distance between the principals. We consider none of
the Narayanan protocols to be fully privacy-preserving, as
in all their protocols, the initiator gains information about
which granule the responder resides in. Finally, it is con-
cluded that InnerCircle is the only ad-hoc current protocol
to uphold all four properties. Note that due to the restricted
availability of prototypes implementing the related work, we
were not able to benchmark the protocols in Table 3, and we
restricted ourselves to the comparison presented previously
against generic SMC (which has most features in common
with our approach).

7. CONCLUSIONS
We have proposed InnerCircle, a decentralized protocol for
privacy-preserving location proximity. The protocol utilizes
both known building blocks, based on homomorphic encryp-
tion, and features a novel homomorphic primitive for com-
puting inequality. Substantially pushing the state of the
art, the protocol achieves precise fully privacy-preserving
location proximity without a trusted third party in a sin-
gle round trip. We prove that the principals may only learn
whether they are in each others’ proximity and no further in-
formation about their locations or the distance between the
principals. We also show that third-party observers learn no
useful information related to the location of the principals.

The experiments in Section 5 show that compared to other
solutions InnerCircle excels when the queried radius is small,
key sizes are large, and when many threads can be executed
in parallel. The former is a common case in the scenario
of geofencing [18]. The latter two means that the usability
of the protocol will be boosted by future hardware develop-
ment. The key size necessary to preserve privacy inherently
grows over time, and processors gain most of their processing
capacity from more cores, rather than from an increase in
CPU frequency. These two facts give InnerCircleadvantage
over related approaches over time.

We present the results of an asymptotic analysis for the pro-
tocol’s complexity and message sizes along with practical
experiments using three prototype implementations, for El-
Gamal and Paillier in the integers, and ElGamal using el-
liptic curves. Both asymptotic and experimental evaluation
demonstrate that the protocol scales well to practical appli-
cations. Moreover our benchmarks show that for practical
proximity ranges InnerCircle is more e�cient than proto-
cols implementing the same functionality using state-of-the-
art generic SMC approaches such as Garbled Circuits (and
optimizations thereof involving homomorphic encryption).

Future work is focused on studying stronger attackers that
may tamper with message format and on mitigating multi-
run attacks. The homomorphic setting opens a range of
directions for secure, dynamic, and automatic way of pre-
venting Alice from trying to find Bob’s position by running
the protocol multiple times.



Conclusion 

�  InnerCircle – protocol for proximity 
�  Decentralized 
�  Privacy-preserving 
�  Parallizable 

�  Sound 
�  Performs well 

�  Asymptotically 
�  In case studies 



Outlook 
�  Multi-run security 

�  Beyond controlling bandwidth 
�  Stronger attackers 

�  Verified multiplication 
○  Prevents manipulation of aggregates 

�  Signed and time-stamped GPS coordinates 
○  Prevents location spoofing 

�  Connections to distance-bounding 
�  Run InnerCircle for discovery 
�  Switch to distance bounding for proof of proximity 

�  Applications in geo-social networks 


